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1.0 Introduction 
 

The industrial production, defined as “the transformation of materials into products” (Dano, 

2012), is an indispensable measure for any countries. Thus, accurately forecasting industrial 

production offers great benefits, for both the country and the individuals. 

Nationwide, one of the most important supportive factors, the real economy, which is the 

economy directly generated by goods and service production, is largely “influenced by the 

dynamics of the industrial sector” (Bodo, Golinelli, & Parigi, 2000). Consequently, it makes 

industrial production “very helpful for economic policy decisions” (2000). Thus, predicting 

industrial production provides various advantages for a country on a large scale. 

Furthermore, industrial production also plays a huge role in individuals’ daily life. When 

more goods and service are produced, people’s material wealth and lifestyle will increase 

accordingly. Apart from that, with more goods and service produced, more employment 

opportunities provided, and vice versa.  

Hence, analyzing industrial production not only provides quality information for the 

government, but also reflects people’s living standard. Therefore, we chose the “Canadian 

Industrial Production” as our topic in order to find an efficient approach to grasp an idea 

about industrial production in Canada. 
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2.0 Data 
 

The plot below shows the monthly data for the Canadian industrial production, starting from 

January 1991 to April 2016 (unit: 100 million Canadian dollars): 

 

(Data retrieved from World Data Bank) 

Around 1993, the world enjoyed an explosion of modern technologies, including the birth of 

World Wide Web, etc., which indeed, dramatically increased the industrial production to a 

huge extent. Since the data before 1993 differs largely from those afterwards, we eliminated 

them and only take considerations of the data after 1993. 

Also, there are two clear change points located at about 2002 and 2008, which were due to 

the dot-com bubble and the subprime crisis. As comparatively, the latter change point 

obviously has much greater effect on our data, we thus left out the one caused by dot-com 

bubble to make our models simpler. 

In addition to the change points, generally the industrial production has an slight upwards 

trend with an apparent seasonality of 12, where values are rather lower for Julies and 

Decembers. 
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Hence, because of all these characteristics, we agreed that, Holt-Winters model, Linear 

Regression model, and SARIMA would be the most appropriate models to fit our data and 

make predictions. To make our predictions testable, we selected data from 1991 to 2014 as 

our training set used for model fitting, and data after 2015 as our testing set in order to make 

comparisons to our predictions. 
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3.0 Holt-Winters 
 

 Since our data has a strong seasonal pattern with a drifting mean, the Holt-Winters model 

 is appropriate in this case. We tried both additive and multiplicative Holt-Winters and the 

 results show that two models give similar results and multiplicative model has a lower 

 PRESS value in terms of prediction. 

 

 3.1 Additive Holt-Winters 
 

 

The additive Holt-Winters captures the seasonal pattern and variabilities very well for the 

first half of data. There are few peaks after 2012 that are not modeled well. 
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The residuals look stationary based on the plot. The QQ- plot has heavy tails on both 

ends, while the ACF and PACF show correlation in residuals. The ACF plot has three 

significant spikes and PACF plot has spikes at lag 3 and 4. The Shapiro-Wilk test does 

not reject normality but the p-value is small. 
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 3.2 Multiplicative Holt-Winters 
 

 

The fitted values are almost the same as the additive Holt-Winter model. The problem 

with fit after 2012 still exits. 
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The residuals still have correlation based on the ACF and PACF plots. The right tail of 

the QQ- plot improved but there is still a heavy tail on the left. The normality is not 

rejected by the Shapiro-Wilk test.  

Hence, the additive and multiplicative models have very similar results. The residual is 

reasonably normal and there is small correlation presented. 

 

 3.3 Holt-Winters Predictions 
 

 

         The 95% prediction interval - additive Holt-Winters 
          The predicted value for next 16 months - additive Holt-Winters 
         The 95% prediction interval - multiplicative Holt-Winters 
         The predicted value for next 16 months - multiplicative Holt-Winters 
          The actual value (testing set) 
 
 additive Holt-Winters: PRESS=353.472 
 multiplicative Holt-Winters: PRESS=340.3952 
 

 All testing set values are within 95% prediction intervals provided by both models. 

 The prediction interval for multiplicative model is wider and there are few points very 

v 
v 
v 
v 
v 
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 close to the lower bound of the prediction interval. The multiplicative Holt-Winters 

 predictions have a smaller PRESS value.  
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4.0 Linear Regression Model 
 
 

For our training set, we observed an increasing trend; moreover, it seems like there is a 

quadratic term exists and a linear pattern with a diving point at 2009. Therefore, we introduced 

t and t^2 to fit this shape. In addition, the data has a monthly seasonality which indicates that 

we should also include a "month" parameter to capture this. Last but not least, we used a 

change point variable that formed by zeros before January 2009 and ones after to accomodate 

the drop at 2009. Overall, our explanatory variables are: t, t^2 , month and change point.  

The main effect linear regression model gives adjusted R^2 equals to 0.8412. We then applied 

an auto model selection to all predictors, and the result leads to a regression model with 

variables t, t^2, month, change point and interaction term of t^2 and month. This model has an 

adjusted R^2 of 0.9358 and AIC of 1599.093. 

Next, we plotted the diagnosis of linear regression model to see if our proposed model 

is sufficient. 
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 Figure 1 

These plots provided us adequate evidence to reject that linear regression model is 

sufficient. As for residuals vs. time plot, we have observed that residuals had a 

continuously below 0 interval and a continuously above 0 interval; therefore, we 

concluded that residuals are not quite stationary. From the Normal QQ-plot, we can see a 

light tail on the left and a fat tail on the right. For the ACF and PACF plots, clearly, ACF 

illustrates there is a strong correlation among residuals, and PACF indicates there are 

several spikes. Therefore, we fit an ARIMA model to residuals next.  
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 4.1 Linear regression + ARIMA (2,0,2) 
 
 
 From the ACF and PACF plots, we proposed several models, including SARIMA (1,0,1) 

 x (1,0,1)_12 and SARIMA (1,0,0) x (1,0,1)_12, etc. After evaluating all different 

 combinations of p, q, P, Q, we narrowed down to ARIMA (2,0,2). It has the lowest AIC, 

 which is 1378.591. The corresponding residual plot for regression + ARIMA (2,0,2) is 

 displayed in Figure 2. The residuals vs. time plot looks randomly distributed. 

However, the QQ-plot does not improve much with heavy tails on both sides. By fitting 

ARIMA (2,0,2), we removed almost all correlations in lags except at lag 1.0. The  PACF 

is in accordance with the observations in ACF by showing there are no obvious spikes in 

all lags except at lag 1.0.  
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 Figure 2 

 

 4.2 Linear regression + SARIMA (1,0,1) x (1,0,1)_12 
 
 
 This prompted us to fit an SARIMA model for residuals. After conducting 

 various model comparisons, we found that the model with the lowest AIC is SARIMA 

 (1,0,1) x (1,0,1)_12, which has an AIC of 1288.116, and the residual plots are shown in 

 Figure 3. 
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 Figure 3 

From Figure 3, residuals are even better compared to the ARIMA (2,0,2) model and have 

less variance as well. The Normal QQ-plot still has the same problem. For the ACF, we 

can see there are no spikes at the first two lags; however, at the third lag, there is a spike 

standing out. By conditioning on the observation of the first two, we conclude that the 

spike at the third lag may due to randomness. Similarly, for the PACF, we didn’t observe 

extraordinary spikes at the first two lags and there is an exceptional one at the third lag, 

we regarded it as an exception and give the same judgment as before. By comparing the 

AIC for both SARIMA (1,0,1) x (1,0,1)_12 model and ARIMA (1,0,1) model, we 
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selected SARIMA (1,0,1) x (1,0,1)_12 as the ultimate one for the linear regression 

approach. 

 

 4.3 Comparing fitted value & training set data plots 
 
 
 The training set data plot, combined with fitted value of linear regression + SARIMA 

 (1,0,1) x (1,0,1)_12, is given in Figure 4 below. 

   

 Figure 4 

 From the plot, we visually verify our proposed model has a suitable fitting, since the 

 fitted values (red line) capture the change point pretty well and doesn't have very large 

 departures from the training set data. Last but not least, we conduct prediction analysis 

using our proposed model, to see if the model with a good fit has a good predicting 

power. The predictions of next 14 months were provided in Figure 5, as shown below: 
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 Figure 5 

 

 4.4 Prediction 
 
 

To summarize what we have observed from the prediction plot, we see that there are 

three points staying outside of the prediction interval; especially, the first two, are greatly 

departed from what we fitted. In addition, the training set data points around the third 

circled point are deviant from the fitted values. Therefore, combining all observations 

mentioned above, we concluded that the linear regression + SARIMA (1,0,1) x 

(1,0,1)_12 doesn't have a good predicting power. Thus, we should move on to other 

approaches. 
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5.0 SARIMA Model 
 

 Since the data has a lot of characteristics, such as strong seasonality, moving average, etc. 

 The SARIMA model might be one of the best model fitting for our data. In order to 

 predict the data accurately, we should determine the seasonal differencing D and ordinary 

 differencing d first.  

 

 

 After carefully discussing, we found two main methods to determine the differences. 

 With one seasonal difference, the seasonal pattern disappeared, but there still exists a 

 drifting trend. Then by adding an ordinary difference, it looks better, but still not 

 stationary. After one more ordinary difference added, it looks great and the change 
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 points become stationary. Therefore, SARIMA(p,2,q) x (P,1,Q) seems to be a good 

 choice. 

 On the other hand, if we just added one ordinary difference, the plot remained great, but 

 the volatility goes larger. So we also tried SARIMA(p,1,p) x (P,0,Q) model. 

Choose one ordinary differencing PRESS AIC 
Sarima(1,1,2)*(0,0,1) 1288.02 

 
1642.24 

 
Sarima(1,1,3)*(0,0,1) 1310.656 

 
1643.73 

 
Sarima(2,1,3)*(0,0,1) 1259.156 

 
1618.47 

 
Sarima(1,1,3)*(0,0,2) 550.7895 1568.11 

 
Choose two ordinary differencing and 

one seasonal differencing 
  

Sarima(1,2,1)*(0,1,1) 1138.731 
 

1235.94 
 

Sarima(1,2,2)*(0,1,1) 1140.576 
 

1237.88 
 

Sarima(2,2,1)*(0,1,1) 1146.528 
 

1237.68 
 

Sarima(3,2,1)*(0,1,1) 1141.601 
 

1222.09 
 

Sarima(3,2,1)*(0,1,2) 1139.932 1224.07 
 

 

After trying a bunch of SARIMA models. Eventually we found SARIMA  

(3,2,1) x (0,1,1) and SARIMA (1,1,3) x (0,0,2) are the best two suitable models. The 

PRESS of SARIMA (1,1,3) x (0,0,2) is much smaller than that of SARIMA (3,2,1) x 

(0,1,1). 
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 5.1 SARIMA (3,2,1) x (0,1,1) 

 

 For SARIMA (3,2,1) x (0,1,1), the fitted value plot looks great. The red line, representing 

 the SARIMA plot, effectively reflects most training set’s seasonal patterns and 

 variabilities. Thus, the model almost captures the entire pattern of training data.  
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The QQ-plot only shows slightly heavy tails on the left and right, which means the 

normality is not so great but acceptable. Most ACF and PACF lie inside the given 

interval, so there is only one or two spikes. Thus, the series residuals are excellent. 

 

 Finally, we predicted the testing set values with 95% prediction interval for 

 SARIMA (3,2,1) x (0,1,1). Although the interval are quite large, all predicted values fall 

 between them. 
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 5.2 SARIMA (1,1,3)x(0,0,2) 
 

 

 

The model fitted the data as good as that of previous one. It also captures almost the 

entire data pattern. However, there are more spikes on the ACF and PACF. Therefore, the 
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residuals are worse than the previous one. Compared with the one before, this QQ-plot 

has a skewed tail, thus it has a better normality.  

  

 Subsequently, we predicted the testing set values with 95% prediction intervals for 

 SARIMA (1,1,3) x (0,0,2), whose results are similar to SARIMA (3,2,1) x (0,1,1).  

 In general, we can argue that SARIMA (3,2,1) x (0,1,1) makes the best model fitting 

 among all SARIMA models we have tried. 
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6.0 Further Analysis 
 

 6.1 Model Comparison 
 

 In order to pick out the most appropriate model for industrial production, we summarize 

 all the suitable models we have just covered, and make some comparisons  accordingly. 

 

 

By comparing all predictive values together with the red one as our testing set, the black 

 one and the grey one seem to be the closest which are both Holt-Winters models. 

However, the green one (SARIMA (1,1,3) x (0,0,2)) seems to follow the general pattern 

but lies above the red line. 
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By looking at the AIC and PRESS values, the SARIMA (3,2,1) x (0,1,1) model has the 

 lowest AIC (1222.09). The Multiplicative Holt-Winter Model has the lowest PRESS 

(340.40).  

 

 6.2 Future Predictions 
 

 Then we try to predict the next a few months industrial production. As which provides 

the lowest PRESS value, Multiplicative Holt-Winter Model is one chosen to do the 

prediction. 
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7.0 Conclusion 
 

Obviously both Addictive Holt-Winters model and Multiplicative Holt-Winters model 

give the best predictions of the testing set. They are very similar just by looking the lines 

of predictions. The Multiplicative Holt-Winter model has a bit lower PRESS compared to 

the Addictive Holt-Winter one.  

As mentioned above, the Linear Regression with SARIMA model is not appropriate to the 

data since the residual of Linear Regression is not quite stationary. 

According to residual plots and AICs, SARIMA (3,2,1) x (0,1,1) gives the best fit of the 

data. This is reasonable as one time seasonal differencing can correct the strong 

seasonality of original data. Meanwhile, surprisingly the residual of SARIMA (1,1,3) x 

(0,0,2), which does not have seasonal differencing, is fairly good as well. It also has quite 

low PRESS value.  

In conclusion, the SARIMA (3,2,1) x (0,1,1) model is one can explain the highest percent 

of the training set. The SARIMA (1,1,3) x (0,0,2) model could be the one that balance both 

model fitting and model predicting. The Multiplicative Holt-Winter model can handle 

prediction part the best. 

From the prediction plot for the year 2017 above. An increasing trend with similar 

seasonality as previous few years can be observed. This result may indicate a relatively 

stable business cycle. The interval is growing since Multiplicative Holt-Winter assume the 

variance increase as time passed. 
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9.0 Appendix 
 

### —- Data loading and Data selection ——————————————————— ### 
 
data <- read.table("/Users/firstnamelastname/Desktop/production.txt",header = T,sep = " ") 
data1 <- ts(data = data, start = c(1991,1),frequency = 12) 
plot(data1) 
data <- data/100000000 
data <- round(data, digits = 2) 
 
## remove the first two years data, since they appear to be very abnormal 
proper_data <- data[25:304,] 
 
## split the data set to two, train set is from Jan 1993 to December 2014 
## test set is Jan 2015 to April 2016, for 16 data points 
trainset <- proper_data[1:264] 
testset <- proper_data[265:280] 
trainset <- ts(data = trainset,start = c(1993,1), end = c(2014,12),frequency = 12) 
testset <- ts(data = testset,start = c(2015,1),frequency = 12) 
plot(trainset) 
 
### —- Helper Function —————————————————————————— ### 
 
resdiags <- function(res){ 
  par(mfcol=c(2,2)) 
  ts.plot(res) 
  points(res) 
  abline(h=mean(res)) 
  qqnorm(res) 
  qqline(res) 
  acf(res) 
  acf(res, type="partial") 
} 
 
### —- Holt-Winter Models ———————————————————————— ### 
 
#Additive Holt-Winters: 
hw_fit1 <- HoltWinters(trainset,seasonal = "add") 
plot(hw_fit1,main = "Holt-Winters filtering: additive") 
residual_hw1 <- residuals(hw_fit1) 
resdiags(residual_hw1) 
 
#Multiplicative Holt-Winters: 
hw_fit2 <- HoltWinters(trainset,seasonal = "multiplicative") 
plot(hw_fit2,main = "Holt-Winters filtering: multiplicative") 
residual_hw2 <- residuals(hw_fit2) 
resdiags(residual_hw2) 
 
#Holt-Winters Predictions: 
pred.hw1 <- predict(hw_fit1, n.ahead=16, prediction.interval=TRUE) 
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pred.hw2 <- predict(hw_fit2, n.ahead=16, prediction.interval=TRUE) 
plot(testset,ylim = c(160,250), main = "Prediction Interval for \n Holt-Winters", 
     ylab = "Canada Industrial Production") 
points(pred.hw1[,1], type='l', col="red") 
points(pred.hw1[,2], type='l', col="blue") 
points(pred.hw1[,3], type='l', col="blue") 
points(pred.hw1[,1], col="red",pch="*") 
points(pred.hw1[,2], col="blue",pch="*") 
points(pred.hw1[,3], col="blue",pch="*") 
 
points(pred.hw2[,1], type='l', col="green") 
points(pred.hw2[,2], type='l', col="grey") 
points(pred.hw2[,3], type='l', col="grey") 
points(pred.hw2[,1], col="green",pch="^") 
points(pred.hw2[,2], col="grey",pch="^") 
points(pred.hw2[,3], col="grey",pch="^") 
 
#PRESS values:  
sum((testset - pred.hw1[,1])^2) 
sum((testset - pred.hw2[,1])^2) 
 
 
### —- Linear Regression and Linear Regression with ARMA/SARIMA ————— ### 
 
## linear model 
t <- time(trainset) 
t <- t - 1993 
t_2 <- t^2 
month <- as.factor(cycle(trainset)) 
chg <- c(rep(0,192),rep(1,72)) 
lin_trainset <- cbind(trainset,t,t_2,month,chg) 
 
## selected linear regression model 
lin_fit <- lm(trainset ~ t + t_2 + chg + month + chg:t_2) 
 
summary(lin_fit) 
 
AIC(lin_fit) 
 
residuals_lin_fit <- residuals(lin_fit) 
resdiags(residuals_lin_fit) 
 
plot(trainset, 
     main = "Training set data and Linear \n Regression fitted value plot", 
     ylab = "Canada Industrial Production") 
points(time(trainset),lin_fit$fitted.values,col = "red",type = "l") 
 
## linear regression with arima(2,0,2) and sarima(1,0,1)x(1,0,1)_12 
Xreg <- model.matrix(lin_fit) 
reg_fit_arma1 <- arima(trainset,order = c(1,0,1),seasonal = c(1,0,1),xreg = Xreg[,2:16]) 
reg_fit_arma2 <- arima(trainset,order = c(2,0,2),xreg = Xreg[,2:16]) 
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reg_fit_arma_fit1 <- trainset - reg_fit_arma1$residuals 
reg_fit_arma_fit2 <- trainset - reg_fit_arma2$residuals 
summary(reg_fit_arma1) 
summary(reg_fit_arma2) 
resdiags(residuals(reg_fit_arma1)) 
resdiags(residuals(reg_fit_arma2)) 
 
par(mfrow = c(1,2)) 
plot(trainset) 
points(time(trainset),reg_fit_arma_fit1,col = "red",type = "l") 
plot(trainset) 
points(time(trainset),reg_fit_arma_fit2,col = "red",type = "l") 
 
## redefine the parameters for prediction interval 
t_pred <- time(testset) -1993 
t_pred_2 <- t_pred^2 
month_pred <- as.factor(cycle(testset)) 
chg_pred <- rep(1,16) 
pred_reg <- lm(testset ~ t_pred + t_pred_2 + chg_pred + month_pred + chg_pred:t_pred_2) 
pred_reg <- model.matrix(pred_reg) 
 
## predictions for two models on the residuals 
prediction1 <- predict(reg_fit_arma1, n.ahead = 16, newxreg = pred_reg[,2:16]) 
prediction2 <- predict(reg_fit_arma2, n.ahead = 16, newxreg = pred_reg[,2:16]) 
 
## prediction interval for linear regression + sarima(1,0,1)x(1,0,1)_12 
plot(testset,ylim = c(180,230),main = "Prediction Interval for Linear Regression \n + 
SARIMA(1,0,1)x(1,0,1)_12", 
     ylab = "Canada Industrial Production") 
points(prediction1$pred,type = "l", col = "red") 
points(prediction1$pred + 1.96*prediction1$se,type = "l",col = "blue") 
points(prediction1$pred - 1.96*prediction1$se,type = "l",col = "blue") 
points(prediction1$pred, col = "red") 
points(prediction1$pred + 1.96*prediction1$se,col = "blue") 
points(prediction1$pred - 1.96*prediction1$se,col = "blue") 
 
## PRESS evaluation for linear regression + sarima(1,0,1)x(1,0,1)_12 
press_pred1 <- sum((testset - prediction1$pred)^2) 
press_pred1 
 
## prediction interval for linear regression+ arima(2,0,2) 
plot(testset,ylim = c(180,230),main = "Prediction Interval for Linear \n Regression + 
ARIMA(2,0,2)", 
     ylab = "Canada Industrial Production") 
points(prediction2$pred,type = "l", col = "red") 
points(prediction2$pred + 1.96*prediction2$se,type = "l",col = "blue") 
points(prediction2$pred - 1.96*prediction2$se,type = "l",col = "blue") 
points(prediction2$pred, col = "red") 
points(prediction2$pred + 1.96*prediction2$se,col = "blue") 
points(prediction2$pred - 1.96*prediction2$se,col = "blue") 
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## PRESS evaluation linear regression + arima(2,0,2) 
press_pred2 <- sum((testset - prediction2$pred)^2) 
press_pred2 
 
### —- SARIMA Models —————————————————————————— ### 
 
#diffrencing plot: 
plot(diff(trainset)) 
plot(diff(trainset,lag=12)) 
plot(diff(diff(trainset,lag=12))) 
plot(diff(diff(trainset,lag=12),difference=2)) 
 
#using one seasonal differencing and two ordinary differencing(s): 
diff<-diff(diff(trainset,lag=12),difference=2) 
acf(diff,lag.max=36) 
acf(diff,type="p",lag.max=36) 
diff.arma1<-arima(diff,order=c(1,0,1),seasonal=list(order=c(0,0,1),period=12)) 
diff.arma2<-arima(diff,order=c(1,0,2),seasonal=list(order=c(0,0,1),period=12)) 
diff.arma3<-arima(diff,order=c(2,0,1),seasonal=list(order=c(0,0,1),period=12)) 
diff.arma4<-arima(diff,order=c(3,0,1),seasonal=list(order=c(0,0,1),period=12)) 
diff.arma5<-arima(diff,order=c(3,0,1),seasonal=list(order=c(0,0,2),period=12)) 
 
#using one ordinary differencing: 
diff2<-diff(trainset) 
diff.arma6<-arima(diff2,order=c(1,0,2),seasonal=list(order=c(0,0,1),period=12)) 
diff.arma7<-arima(diff2,order=c(1,0,3),seasonal=list(order=c(0,0,1),period=12)) 
diff.arma8<-arima(diff2,order=c(2,0,3),seasonal=list(order=c(0,0,1),period=12)) 
diff.arma9<-arima(diff2,order=c(1,0,3),seasonal=list(order=c(0,0,2),period=12)) 
 
#The final model: 
model1<-arima(trainset,order=c(3,2,1),seasonal=list(order=c(0,1,1),period=12)) 
fit1<-trainset-model1$residuals 
resdiags(diff.arma1$residuals) 
 
model2<-arima(trainset,order=c(1,1,3),seasonal=list(order=c(0,0,2),period=12)) 
fit2<-trainset-model2$residuals 
resdiags(diff.arma2$residuals) 
 
dev.off() 
#Prediction: 
pred1<-predict(model1,n.ahead=16) 
pred2<-predict(model2,n.ahead=16) 
 
plot(testset,main=“Testing set and SARIMA(3,2,1)*(0,0,1) predicted values plot", ylim = 
c(160,250)) 
points(pred1$pred,type="l",col="red") 
points(pred1$pred+1.96*pred1$se,type='l',col="blue") 
points(pred1$pred-1.96*pred1$se,type='l',col="blue") 
points(testset) 
points(pred1$pred+1.96*pred1$se,col="blue") 
points(pred1$pred-1.96*pred1$se,col="blue") 
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plot(testset,main=“Testing set and SARIMA(1,1,3)*(0,0,2) predicted values plot", ylim = 
c(160,250)) 
points(pred2$pred,type="l",col="red") 
points(pred2$pred+1.96*pred2$se,type='l',col="blue") 
points(pred2$pred-1.96*pred2$se,type='l',col="blue") 
points(testset) 
points(pred2$pred+1.96*pred2$se,col="blue") 
points(pred2$pred-1.96*pred2$se,col="blue") 
 
#PRESS: 
sum((pred1$pred-testset)^2) 
sum((pred2$pred-testset)^2) 

 
 
 
 
 
 


